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The NSS Group 
 
The NSS Group is the world’s foremost independent security testing facility. 
 
With British headquarters, and security and network infrastructure testing facilities in the 
South of France, The NSS Group offers a range of specialist IT, networking and security-
related services to vendors and end-user organisations world-wide.  
 
The NSS GroupÕs Security Testing Laboratories are available to vendors and end-
users for fully independent testing of networking, communications and security hardware 
and software.  
 
The NSS Group also operates certification schemes for vendors and certification bodies, 
and currently provides evaluation and certification of a wide range of security products, 
including Intrusion Prevention Systems (IPS), Intrusion Detection Systems (IDS), Secure 
Content Appliances (SCA), Unified Threat Management (UTM) systems, firewalls, VPNs, 
Web Application firewalls, cryptographic devices and PKI products. 
 
Output from the labs, including detailed research reports, articles and white papers on the 
latest network and security technologies, are made available on the NSS web site at 
http://www.nss.co.uk. 
 
The NSS Group awards are recognised world-wide as being the most desirable and 
essential when it comes to security products. Vendors consider the awards to be a crucial 
step in any security-related marketing campaign, whilst feedback from readers of the 
reports indicates that participation in an NSS Group test and/or one of the NSS Approved 
awards is a prerequisite for any security product in order to be considered for purchase. 
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INTRODUCTION 
Protecting critical digital assets is a complex challenge that affects every 
organisation, regardless of size or type of business.  
 
Those digital assets can include anything from circuit designs and 
engineering pans to cutting-edge drug development and software source 
code, from customer databases and financial records to product launch and 
marketing strategies. Such information assets and intellectual property give 
organisations their competitive edge and differentiation in the marketplace, 
and are at the root of their public reputation and corporate brand.  
 
Unfortunately, the number of threats to these assets is expanding, and 
those threats continue to evolve. Typical risks can include accidental 
disclosure by employees, malicious insiders or external hackers, as well as 
poorly configured or unprotected IT systems. 
 
Setting a corporate security policy is all well and good, but enforcing it is 
something quite different - especially when users think they have a good 
reason for ignoring it. Their intent is not always malicious, either. For 
example, most corporate security policies would prohibit users from copying 
confidential customer or patient information onto a USB drive and taking it 
home with them - and most users would understand why that policy is in 
place. However, when a busy doctor wants to work on some patient records 
at home, he might decide that it is OK to send them as attachments to his 
Web mail account and then pick them up at home to work on - just this 
once.  
 
Most perimeter security solutions are designed to detect malicious traffic 
coming into a network - they would not normally be configured to detect 
confidential data going out by normal means of communication. 
 
In selecting an electronic information protection solution, it’s important that 
organisations be able to protect all information assets, including those 
unique to that organisation. A comprehensive solution must also defend 
against both known and unknown threats.  
 
It is impossible to identify up front all potential data that needs protecting 
Consequently, to be effective, an information protection solution must 
secure data and mitigate threats before, during, and even after risk 
exposure. 
 

Content Monitoring and Filtering (CMF) 
Defending against threats at each stage of risk exposure - before, during, 
and after it occurs - poses challenges. A Content Monitoring and Filtering 
(CMF) system should be able to secure sensitive data at rest, before a 
threat becomes real; protect it during transmission, when the risk of abuse 
or misuse is highest; and help security personnel identify and address 
unforeseen threats after they occur.  
 
Clearly, organisations want to secure known sensitive data whenever 
possible, and defend against potential threats before they occur. For 
example, information such as Social Security and credit card numbers can 
be easily identified as sensitive. Protecting this type of data, which is fixed 
in format, is straightforward. Many vendors in the CMF market excel at this 
type of privacy protection, which can be accomplished using simple 
techniques such as keyword matching, regular expressions, or Bayesian 
analysis. 
 



Reconnex iGuard 3600 V5.1 

Page 2 

However, not all information is fixed format. Intellectual property, such as 
source code or engineering design drawings, cannot be protected by simple 
techniques. Nor can critical text-based assets, such as a strategic 
marketing plan or recipe - a data thief can circumvent many information 
protection systems simply by retyping the text in a different order. 
Intellectual property isn’t a sentence or a piece of text, but rather a concept 
that requires semantics that allow for its general description.  
 
Simple signature-based systems cannot adequately protect unique 
intellectual property before, during, or after a breach has occurred. Such 
comprehensive protection requires a solution that employs multiple 
techniques to identify and secure data at rest and during transmission.  
 
To mitigate threats after the fact, a CMF protection solution must also 
provide a means to reconstruct how a breach took place - who released 
what data over what communication channel. 
 

Information Protection Requirements 

In order to protect all types of sensitive data before, during, and after risk 
exposure, a CMF system should attempt to address the following 
requirements:  
 
• Classify data using multiple techniques - Some sensitive content, 

such as Social Security or credit card numbers, is easily identified and 
protected using simple classification techniques.  

However, much corporate data is not fixed format. Identifying and 
protecting this “free form” content, in all its permutations, requires a set 
of sophisticated classification techniques operating in concert. 

• Identify and protect data at rest - If a CMF system allows security 
personnel to pre-register known sensitive content on file servers, 
laptops, and other data stores, it would then be capable of automatically 
discovering and protecting that content before it moves. 

• Identify and protect data in motion - Information abuse or misuse can 
occur across any communication channel. A security administrator 
needs to decide whether to select a product which focuses on a single 
protocol or port, such as SMTP over Port 25, or a single content type, 
such as Instant Messaging (IM), or one which covers a range of 
protocols and content types. 

If the latter is required, the product should be capable of identifying and 
controlling sensitive or malicious content flowing over a non-standard 
port or using a non-standard protocol. It also needs to address the full 
range of applications an organisation might use.  

To be effective, a comprehensive CMF system must monitor, identify, 
and protect sensitive content in motion across all communication 
channels in a port and protocol agnostic fashion. 

• Capture information for historical analysis and risk mitigation - 
The information an organisation needs to protect will change on a daily 
basis. This means that no business can possibly identify all sensitive 
information in advance and establish foolproof policies to protect it.  

Security personnel therefore need the ability to capture, store, and 
analyse network content after the fact in order to ascertain how 
information leaked. An effective protection solution must give the 
administrator the tools to perform historical analysis and subsequently 
tune the protection system to guard against similar unauthorised 
disclosures or attacks in the future.  
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To accomplish this, a CMF system must capture all content traversing 
the network and have a means of rapidly searching large volumes of 
information. 

• Provide robust control and management tools - A CMF system must 
include robust, intuitive tools that allow security personnel to easily 
register content that needs to be secured, define a range of control 
policies, and manage the system itself.  

An effective system should include pre-defined policies to cover typical 
protection scenarios such as legal compliance with legislation such as 
HIPAA, SOX or GLBA. It should also provide security personnel with 
the flexibility to define appropriate custom policies for controlling 
proprietary data both at rest and in motion. 

• Prevent exposure - A CMF system must alert security personnel to 
any risk events that violate policy and trigger appropriate enforcement 
actions. 
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RECONNEX iGUARD 3600 V5.1 

Executive Summary 
iGuard’s ability to discover, monitor, capture, prevent and control all at-risk 
content entering or leaving the network allows enterprises to protect vital 
information both at rest and in transit. 
 
From privacy data to intellectual property, iGuard identifies and protects 
assets and enforces content policies, handling such areas of concern as: 
Social Security numbers being exported from an Excel file via Web mail; 
Java source code travelling over IRC to foreign countries; or HTTP traffic 
containing earnings information.  
 
By monitoring all ports, protocols, and content, iGuard accurately identifies 
content at risk with minimal false positives. In addition, by accurately storing 
corporate information, iGuard assures all content is usable for litigation. 
iGuard allows security administrators to examine an entire data session in 
detail and determine what information was accessed, enabling them to 
identify unforeseen breaches and stay ahead of potential new threats.  
 
With iGuard, enterprises can protect privacy data as well as intellectual 
property, comply with federal and state regulations, and verify compliance 
with corporate governance policies. 
 
iGuard is supplied as a turnkey appliance, and two models are currently 
available. The iGuard 3600 supplied for testing was a 3U rack mount 
appliance with dual Intel Xeon 2.4GHz processors, 4GB RAM, 8 SCSI drive 
bays (RAID configuration), three hot-swappable power supplies and dual 
fans (not hot-swappable). Two copper capture ports were provided, and 
other configurations are available.  
 
The appliance is deployed in passive mode like an IDS rather than in-line 
as with an IPS, resulting in zero impact to network traffic. Currently, 
protection (blocking) mechanisms are restricted to signalling third party 
products such as Web proxies, e-mail MTA’s and some switches. 
 
Security coverage with the default policies proved to be excellent, correctly 
identifying various types of sensitive data such as credit card numbers, 
Social Security Numbers and driving license details in documents, e-mails, 
Instant Message conversations, and so on.  
 
In addition, it correctly identified “company confidential” data such as 
internal memos, earnings reports and source code when transmitted over a 
wide variety of protocols and on standard or non-standard ports. 
 
The powerful and flexible search criteria allowed us to create additional 
custom rules and policies to ensure that any type of uniquely identifiable 
internal document can be protected in the same way. 
 

Architecture 
Reconnex designed its iGuard risk protection solution to address the entire 
protection cycle - securing sensitive content at rest before risk exposure; 
protecting data from known risks during transmission; and capturing all 
network content for after-the-fact risk analysis. iGuard monitors both 
inbound and outbound data flows and identifies sensitive information across 
all protocols and ports, regardless of application. 
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Five key features of the Reconnex solution include: 
 
• Discover - Detect sensitive content at rest in data repositories, file 

shares, or other information assets and “fingerprint” this information so 
it can be protected in the future. 

• Prevent - Alerting, as well as blocking and filtering, techniques to 
control information traversing or being stored on the network at all 
times. 

• Monitor – Classify and analyse content in motion, including all ports 
and protocols, for critical information that is moving across the network 
or outside the organisation. 

• Capture - Gain a historical perspective over what has happened on the 
network through the classification and storage of network events as 
they relate to critical content. 

• Control - Establish and define policies that fit the requirements of the 
organisation, as well as leverage multi-system management and unified 
reporting crucial for implementing large scale information protection. 

 
Rather than rely completely on signature-based protection, iGuard uses 
multiple analysis techniques. Advanced content analysis and hashing 
techniques enable iGuard to identify and protect everything from privacy 
data to source code. It can even detect data which has been modified, such 
as a table of figures extracted from an Excel spreadsheet or a paragraph 
cut from one Word document and inserted in another.  
 
In addition, Reconnex built data capture and storage capabilities into iGuard 
which, along with flexible data mining tools, make it easy for security 
administrators to uncover risk events after the fact and tune the system to 
protect against them. 
 
Flexible signatures allow an organisation to protect all information assets on 
its network without requiring advance knowledge of what needs to be 
protected, and regardless of how that information is stored, secured or 
communicated. As a result, security professionals can protect against both 
known and emerging threats. 
 
The main components of the Reconnex system are as follows: 
 

iGuard-Monitor  

iGuard-Monitor (iGuard) is Reconnex’s flagship product, providing a turnkey 
solution for information monitoring and protection. A hardened appliance, 
iGuard allows customers to discover, monitor, classify, analyse, and 
temporarily store all network content for full historical analysis of captured 
content. 
  
iGuard is a passive device designed to be connected to a network tap or 
switch SPAN port. It thus operates non-disruptively and requires no 
software on desktops or servers. The iGuard appliance can be deployed 
easily at network egress points (for example, behind the WAN firewall) to 
protect external-to-internal and internal-to-external traffic, or within an 
enterprise network (for example, in the data centre) to protect internal-to-
internal communications.  
 
iGuard is capable of monitoring and analysing all application ports, 
protocols, and content types and triggering enforcement actions in real 
time. A specialised operating system, high-speed file system, and optimised 
schedulers ensure the best performance possible. Each iGuard device can 
store two terabytes of data and features a capture database with high-
performance indexing and searching for after-the-fact investigation. 
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Each iGuard appliance can be managed stand alone via a Web-based 
interface, or centrally via the inSight management console. 
 
The device submitted for testing was the top-of-the line iGuard 3600, a 3U 
rack mount unit which contains dual Intel Xeon 2.4GHz processors, 4GB 
RAM, two redundant fans and three hot-swap power supplies. Eight front-
mounted drive bays can be populated with high-performance SCSI drives in 
RAID configurations for maximum fault tolerance. 
 
The rear panel sports a dedicated management port and two capture ports 
(copper Gigabit ports were provided for testing, but other configurations are 
possible) for connection to a network tap or SPAN port. The device is a 
passive device only, and cannot be deployed in-line.  
 
No High Availability (HA) configuration is currently available, though 
obviously multiple devices can be attached to multiple taps/SPAN ports for 
redundancy if required. 
 

iGuard-Discover  

Reconnex’s Discover feature protects data at rest, before it’s exposed to 
risk or unauthorised disclosure. The iGuard-Discover appliance allows 
enterprises to pre-register content known to need protection. iGuard-
Discover then scans data at rest to identify sensitive content and guard it 
against inappropriate dissemination.  
 
Using its object classification and content registration features, iGuard-
Discover can easily scan data repositories, file shares, and other 
information assets and fingerprint this information, automatically generating 
the signature, grammar, and statistical analysis needed to enforce the 
protection required. Support is also available for the EMC Documentum 
Enterprise Content Management platform, allowing iGuard to discover 
content stored in the Documentum repository. 
 
It is important to note that the fingerprint is not a standard MD5-type hash - 
instead a sophisticated algorithm produces multiple hashes from each 
document to handle re-ordering of content. This means that even if a 
document is renamed or altered slightly, it is likely that it will still be 
detected by iGuard. 
 
If iGuard-Discover discovers content that violates protection policies - such 
as engineering designs on a computer in accounting - it will send an alert 
and/or initiate enforcement actions, such as quarantining the data. At the 
same time, iGuard-Discover triggers its Monitor and Prevent features to 
enable iGuard to protect that data if and when it moves across the network. 
 

inSight 

Designed to simplify administration, the inSight console provides a 
centralised interface to manage all security policies across multiple iGuard 
appliances. The console supports role-based, delegated access, allowing 
security administrators to designate who can create and modify policies as 
well as who can access the corresponding findings. This ensures all 
personnel involved in information protection can participate appropriately in 
remediation based on a case management approach.  
 
From within inSight, administrators can define policies centrally along with 
the actions to be taken when a policy is triggered. Enforcement actions 
include alerting the appropriate administrator, directing an enforcement 
device to block or quarantine the suspect traffic, or reporting on the traffic.  
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Policies can range from simple protections, such as identifying and 
controlling access to Social Security numbers, to sophisticated protections, 
such as building a custom intellectual property filter. Reconnex provides 
pre-defined polices that map to some 400 known information risks, such as 
earnings results and marketing documents, as well as content related to the 
Health Insurance Portability & Accountability Act (HIPAA), Sarbanes-Oxley 
Act (SOX), and other regulatory compliance. 
 
In addition, the inSight console provides unified reports and diagnostic 
information. For ongoing day-to-day management, inSight offers Web-
based real-time reporting plus pre-defined reports.  
 

Security Effectiveness 
Classification vector technology from Reconnex addresses information risk 
for all content, including data at rest and stored on laptops, internal servers, 
file shares or other repositories. This is accomplished via a technology 
which Reconnex calls “info-biometrics” which generates fingerprints to arm 
the iGuard and protect critical content that has been discovered by the 
iGuard-Discover appliance.  
 
In addition, Reconnex has implemented real-time monitoring of all traffic 
flows to find new threats and detect content in motion across all ports, 
protocols and for all possible content - iGuard currently addresses over 200 
unique content types. 
 
Extensive security testing was performed by NSS using a large corpus of 
live and crafted “sensitive material” typical of that found on the average 
corporate network.  
 
One sensor was installed (Version 5.1) with the latest Policies and Rules as 
provided by Reconnex. The default policies were deployed to the iGuard 
sensor. 
 
iGuard proved itself capable of detecting all relevant protocols running on 
non-standard ports. Despite the fact we created “rogue” e-mail and Web 
servers running on non-standard ports, iGuard continued to detect and 
handle the traffic appropriately. 
 
Surveillance of internal users for policy enforcement purposes was handled 
well. iGuard detected IM conversations, peer-to-peer traffic, Web-mail 
usage, remote desktop sharing, telnet use, unusual use of encryption, 
transfer of large media files, transmission of employee resumes, and was 
able to monitor shared Windows file systems for unauthorised access to 
secure data (i.e. detecting when a non-finance host attempted to access a 
finance file share). 
 
Offensive language was detected in IM and mail conversations, and the 
system successfully detected inappropriate images being transmitted 
across the network via the use of its skin tones filter. This can be adjusted 
to provide detection and protection capabilities for other types of images 
with a predominant colour, such as blueprints or circuit diagrams, or even to 
detect a corporate logo. However, it should be noted that the skin tones 
analyser was not too hard to fool with images which, although including 
large areas of skin tone, also incorporated large areas of solid background 
colour. The idea behind such technology, however, is that the system will 
detect a percentage of images, since most users will not usually transmit 
only a single image. 
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The Dashboard and Search capabilities allowed us to perform detailed 
analysis of the traffic after the fact. Thus, although there are no specific 
signatures to detect outbound malware, it was possible to use the analysis 
tools to determine suspicious behaviour such as a constant outbound data 
transmission from a single internal host, or a rogue service running on a 
host (such as a Web or FTP server running on an internal desktop 
machine). 
 
iGuard supports a wide variety of content types including common MS 
Office file types (doc, xls, ppt), plain text documents, media files, and more 
specialised types specific to a particular industry such as CAD/CAM or 
source code files.  
 
The system is also extensible, and custom content types can easily be 
added (by Reconnex only - no user extension is possible) making the 
iGuard a ready fit for any environment. Once a custom content type is 
added, users can enjoy all the processing capabilities inherent in the 
underlying platform. 
 
The HIPAA policy (providing coverage for the Health Insurance Portability 
and Accountability Act) provided solid coverage for protection of all medical 
records, patient data, diagnosis data, health information, and so on.  
 
A similar policy focussing on the Gramm-Leach-Bliley Act (GLBA) offered 
protection against unauthorised transmission of personal data, credit card 
details, drivers license details, bank account details, employer IDs, Social 
Security Numbers, and wire transfer details across the network. The 
Sarbanes-Oxley (SOX) policy detected all transmissions of corporate legal 
and financial data. 
 
The HIPAA, GLBA and SOX policies provided excellent coverage for legal 
compliance. The remaining policies provided more generic coverage for 
security policy compliance (internal surveillance, as mentioned previously), 
corporate governance (such as the aforementioned prevention of 
transmission of inappropriate images, inappropriate language, media files, 
and so on) and protection for intellectual property.  
 
The iGuard platform excels at protecting one of most critical yet easily 
exploitable commodities in enterprises today: intellectual property. The 
security professionals in charge of safeguarding enterprise intellectual 
property are usually not subject matter experts in that enterprise’s core 
competencies, and this poses an interesting dilemma: how to protect 
information, that is constantly being created, changed and transmitted, 
without any prior knowledge of its contents.  
 
One common approach is to gather samples of protected data and create 
policies to protect it. There are several drawbacks to this approach: 
 
• the sample set tends to become stale quickly 
• there is no protection for newly created information 
• sensitive information cannot be shared outside a particular department 
 
A more viable approach is to start with a given set of policies and capture 
all information leaving an enterprise. Security professionals then have a 
wealth of information to aid them in detecting abnormal or deviant user 
behaviour and to enable them to fine-tune policies tailored to their custom 
deployment.  
 
The iGuard-Discover technology can also be used to scan the network and 
find existing pieces of content that match a defined policy for addressing 
privacy data or protecting IP assets. 
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In our tests, the default policies detected all instances of transmission of 
typical “intellectual property” material including details of employee benefits, 
financial information, price lists, customer details, business plans, internal 
memos, documents marked as “company confidential”, network diagrams, 
source code files (both C and Perl) and CAD/CAM files. 
 
Finally, we created custom Rules and Policies to search for a number of 
malicious URL’s in mail messages and IM conversations. These were 
designed to detect a corpus of custom data which we normally use in our 
IPS tests, the idea being to prevent employees from disseminating typical 
Web-based exploits by transmitting the URL’s and instructions on how to 
exploit vulnerable Web servers or browsers. The Rules were extremely 
straightforward to create, and all test cases were detected once the custom 
Policies had been deployed. 
 
During testing we noted a minimum of “noise”, with very few test cases 
raising multiple alerts for a single transgression, and the accuracy of the 
alert descriptions was high.  
 
A major concern in deploying such devices is the incidence of false positive 
alerts. Certainly the risk of false positives are higher with a device such as 
this than a traditional IDS or IPS device since it would usually deliberately 
be configured to ensure as wide a coverage as possible. It is then up to the 
administrator to fine tune custom policies on a regular basis to ensure that 
legitimate data is not alerted upon.  
 
However, it should be recognised that it would be difficult, if not impossible, 
for iGuard to differentiate between a document which contains genuine 
SSN’s and one which includes dummy SSN’s as some form of informational 
or tutorial document. In such cases, it would be preferable to ensure 
coverage for genuine cases and tolerate the relatively low number of false 
positives that might occur. 
 
Throughout all of the above tests, we transmitted data in a variety of ways - 
as part of an e-mail body, e-mail attachment, Web page, FTP transmission 
or IM conversation, for example.  
 
We also attempted to evade the iGuard by using a range of document types 
(putting financial data in plain text files, spreadsheets, documents and 
presentations), renaming documents (i.e. renaming an Excel spreadsheet 
as a Word document), and compressing the data in a variety of ways (up to 
ten levels of compression are supported).  
 
Overall we found the coverage of the iGuard with default policies to be 
excellent. Once custom content types, rules and policies are factored in, 
along with iGuard-Discover to protect data at rest, it is hard to imagine a 
scenario which could not be handled by iGuard. 
 

Performance 
Reconnex provided an early release version of their latest software for this 
test.  
 
NSS was unable to perform detailed performance tests using this release of 
software.  
 
Reconnex will be submitting the completed product for full performance 
testing at a later stage. 
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Usability 
This part of the test procedure consists of a qualitative evaluation of the 
features and capabilities of the product, and covers configuration, policy 
management, alert handling, and reporting and analysis. 
 

Configuration 

The inSight management console was not provided for testing, and so this 
report will refer exclusively to the Web-based management capability 
included with each iGuard appliance. 
 
The Java-based management console provides direct management of 
individual iGuard appliances via any standard Web browser. An intuitive 
tabbed interface is provided, with the contents of the lower section of the 
screen changing as the administrator selects tabs and sub-tabs along the 
top. 
 
The System tab allows the administrator to configure IP information 
(management port IP address, default gateway, DNS server, etc.), set the 
default data wiping policy (what happens when disk space drops below safe 
thresholds), monitor disk usage, monitor network and flow statistics, view 
system alerts, and manage capture filters.  
 
Capture filters are low-level filters which take effect before any of the 
Policies and Rules, allowing the administrator to always ignore or always 
store certain types of traffic (based on source/destination IP, protocol, time, 
and file size. 
 
Strangely, there are no backup/restore options for Rules and Policies, nor 
disk maintenance (other than data wiping thresholds) or archiving options. 
 
The Admin tab provides access to user accounts and groups. Role-based 
access control allows for different ownership for policy definition, provides 
virtual views, and facilitates case management and the remediation 
process. Delegated administrators can include the security team, human 
resources managers, compliance officers, and executive staff members, for 
example. In this way, enterprises can delegate who can create and modify 
policies as well as who can access the corresponding findings. 
 
Access control is extremely fine-grained, allowing the administrator to 
determine what actions each user can take (Task Permissions, such as 
create policy, access Dashboard, schedule reports, search database, and 
so on) and which Policies can be deployed (Policy Permissions).  
 
Where a user is provided with access to a specific Policy, his Dashboard 
view will show alerts for that Policy only. This provides the means to 
delegate access as required. 
 
Unusually, there is no automated update capability for iGuard. New data 
attributes/concepts, protocols and other detection features need to be 
added to the sensor manually. A GUI-based update procedure is essential, 
taking updates from both a central update server and local update files as 
required. 
 

Policy Management 

Reconnex provides centralised policy creation, reporting, and management 
via inSight Console. Where inSight is not used, the Java-based Web 
console provides direct control of individual iGuard devices. 
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The iGuard system implements control through Policies, which are 
instantiated in filter Rules. iGuard allows for the definition of a wide range of 
Policies, from simple restrictions on transmission of Social Security 
numbers, credit card information, or other privacy data to rich, content-
specific policies that include multiple variables. 
 
Reconnex gives customers the flexibility to define information protection 
Policies that meet their specific organisational requirements. For example, 
an enterprise may want to set up a content-specific Policy that looks for 
images within intellectual property or triggers on particular concepts, such 
as individuals who have access to that content, the mode of dissemination, 
and the destination of the content. 
 
In addition, the administrator can group policies together to create “concept 
polices” designed to protect complex content. 
  
Reconnex also provides an array of pre-defined policies to protect data 
known to be sensitive. For example, there are pre-defined policies for 
compliance regulations, including policies to protect patient information, 
admission and discharge information, and medical diagnosis information in 
compliance with HIPPA, or restrict dissemination of financial, legal or 
personal data in compliance with GLBA or SOX.  
 
Corporate governance policies encompass areas ranging from 
discrimination and use of IM to pornography and substance abuse. 
Confidential information policies cover content such as confidential 
information, resumes, competitor communications, pricing information, and 
design documents. 
 
iGuard employs six methods to classify data, empowering administrators to 
protect all types of sensitive content, from common, fixed-format data to 
complex, unique intellectual property. The six mechanisms for 
content/object classification are: content signatures, grammatical analysis, 
statistical analysis, file classification, document biometrics, and concept 
maps.  
 
iGuard combines the inputs from these object classification mechanisms to 
build an overall multi-vector classification, which is used to filter and control 
sensitive information, as well as for searches. The use of multiple 
classification mechanisms ensures iGuard’s content recognition and filter 
matching is as accurate as possible: 
 
• Content signatures - these operate by looking for pre-defined byte 

strings, or text and number patterns, such as Social Security numbers, 
medical records, and bank account details. When iGuard recognises a 
signature, it becomes part of the classification vector for that content. 
While beneficial when used in combination with other metrics, signature 
matching alone can lead to a high number of false positives.  

• Grammatical analysis - this determines if content is in a specific 
language and accordingly filters based on this information. Various 
types of content have their own grammar or syntax. For example, C 
source code uses ‘if/then’ grammar. Legal documents, resumes, and 
earnings results also have a particular grammar.  

Grammatical analysis also enables an organisation to detect the 
presence of non-English language-based content on their network. The 
results of grammar analysis are added to the classification vector. 
Reconnex has developed 400 predefined risk modules that assist 
enterprises in implementing grammatical analysis. 
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• Statistical analysis - this used to assign weights to the results of 
signature, grammar, and biometric analysis. That is, iGuard tracks how 
many times there was a signature, grammar, or biometric match in a 
particular document or file. This phase of analysis contributes to the 
system’s overall accuracy. Once iGuard has completed a classification 
vector for a given content type, it creates a handler indicating where the 
content is stored. 

• File classification - this is key to identifying content types regardless of 
the extensions applied to the file or compression. iGuard is designed to 
be file name and format agnostic. Reconnex’s file classification 
mechanism looks for specific file markers instead of relying on normal 
tell-tale signs, such as the file extension. Also iGuard will open 
compressed files in order to identify their contents (up to 10 levels 
deep).  

The iGuard system can identify over 200 unique content types, ranging 
from Microsoft Excel, Word and Adobe Portable Document Format 
(PDF) files to Joint Photographic Experts Group (JPEG) images and 
other content types. The advanced colour-tone image analyser can help 
organisations identify pornography or other types of images where one 
colour predominates, such as blueprints or circuit designs, for example.  

• Document biometrics - designed to identify sensitive data even if it 
has been modified, document biometrics recognises content-rich 
elements in files regardless of the order or combination in which they 
appear.  

For example, iGuard can identify a sensitive Word document even if 
text elements inside the document or the file name itself have been 
changed. iGuard can even recognise excerpts of larger files, such as a 
single column exported from an Excel spreadsheet containing Social 
Security numbers.  

Document biometrics takes “snapshots” of protected documents in 
order to build a signature set for protecting them. This algorithm is 
sophisticated enough to distinguish between public and confidential 
information within the same document.  

• Concept maps - these can be used to define and track complex or 
unique content, whether at rest, in motion, or captured. Concept maps 
are based on combinations of data classification mechanisms and 
provide a way to protect content using compound policies. Reconnex 
provides many pre-defined concept maps, including ones that check for 
compliance with such regulations as HIPAA, SOX, and the Payment 
Card Industry (PCI) specification.  

In addition, enterprises can create concept maps, which are particularly 
useful for “fingerprinting” intellectual property. For example, Reconnex’s 
concept maps enabled a customer with specialised source code to 
capture the unique nature of its code using concept maps. Likewise, a 
pharmaceutical company could use concept maps to fingerprint and 
protect research data, drug trial information, and other highly sensitive 
information.  

 
iGuard provides an integrated set of features that work together to complete 
the information protection cycle. For example, the classification vectors 
generated by Discover and Monitor create the index used by Capture for 
rapid searches. Discover arms Monitor to look for the registered sensitive 
information being transmitted over the network. The information gleaned 
from historical analysis in Capture can be used to arm the classification 
vectors in Discover and Monitor. 
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Creating new Rules is extremely straightforward thanks to the modular 
nature of iGuard and the extensive use of attributes or concepts. Each rule 
can be restricted to a specific date and time, source/destination IP address, 
traffic direction and protocol, or can be applied to all the traffic it sees. 
 
Within each rule, separate criteria can be set for documents, mail and 
messages, images and file transfers. The administrator can specify certain 
document types (English text, Word, Excel, PDF, source code, engineering 
drawings, images, and so on), file size, mail subject, image analyser to use 
(skin tones or other custom content), transmit/receive keywords (for FTP 
transfers), and so on. 
 
Finally, the administrator can specify search criteria based on words or 
phrases to be included or excluded from the document being examined, as 
well as concepts to be included or excluded. Whereas the ability to specify 
plain English words and phrases allows the administrator to create custom 
Rules easily, it is the use of concepts which makes the Rules so powerful 
and flexible. 
 
Concepts can specify both a format and a context for data to be searched 
for. For example, a CreditCardDetails concept can specify the format of a 
typical credit card number (16 digits, with or without spaces or dashes after 
every fourth digit) but it can also specify that it expects to find the phrase 
“Expiry date” followed by a four digit number, and the letters “CVS” followed 
by a three digit number within a given proximity to the credit card number 
within the document. This makes the resulting Rule extremely accurate 
compared with a simple pattern matching Rule looking for a 16 digit number 
only. 
 
New concepts can be added to the system easily to handle regional or 
company-specific requirements (for example a National Insurance number 
in the UK rather than the US-centric SSN), but custom concepts can only 
be added by Reconnex. One shortcoming we noted with the GUI is that it is 
not possible to view concept details (useful for the administrator to 
determine exactly what the SSN concept is looking for, for example) - this is 
currently only possible from the command line. 
 
Once a Rule has been created it remains inactive until it has been 
published to one or more Policies. Each Policy remains inactive until it is 
scheduled to the iGuard device. The act of scheduling allows the 
administrator to specify whether the Policy is to be run once only, at regular 
intervals (once a day, for example) or continually in real time. The schedule 
also determines the action taken when a Rule is matched: store the alert 
details in the database, store the offending object in the database, store 
attachments, send alerts to an external syslog server, send e-mail alerts to 
the administrator, and so on. 
 
More than one Policy can be scheduled to an iGuard device at a time, 
allowing the administrator to group Rules in a logical manner (i.e. like the 
default Policies for HIPAA or SOX) and apply the resulting Policies to 
different iGuard devices depending on their location and protection 
requirements. Scheduling or descheduling a Policy affects all the Rules 
within the Policy. However, it is also possible to schedule or deschedule 
individual rules as required. 
 

Alert Handling 

iGuard’s Monitor feature is designed to protect data in motion by performing 
real-time scanning and analysis of content during transmission over the 
network or outside the organisation. iGuard monitors and analyses all 
network traffic, regardless of content type, protocol, or port.  
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The iGuard-Monitor system can distinguish between the content of inbound 
and outbound communication, giving administrators complete visibility into, 
and control over, sensitive data.  
 
Monitor performs three key functions: TCP re-assembly, protocol 
classification, and object classification. 
 
• TCP re-assembly - Monitor reassembles TCP connections and 

maintains a state machine for each connection, ensuring iGuard has a 
clear picture of content moving across every connection. 

• Protocol classification - this is crucial in identifying suspicious activity 
over non-standard ports. iGuard uses a protocol state machine to 
accurately determine the protocol being used in a network activity, 
completely independent of the port or channel on which the protocol is 
active. As a result, Monitor can recognize a wide range of protocols and 
applications, including SMTP, FTP, HTTP, Skype, P2P, and even 
proprietary protocols in client-server applications such as Oracle and 
SAP. Because protocol classification is independent of port number, 
iGuard can monitor and control any traffic that might be operating over 
non-standard ports.  

For example, iGuard can recognize FTP and web surfing on any port 
and spot IRC communication, P2P, HTTPS, or other traffic that’s been 
re-routed over Port 80. Non-standard communications can indicate an 
enterprise is at risk from spyware, adware, or other malicious code or 
that some type of network abuse or insider threat may be taking place. 

• Object classification - this includes the six mechanisms mentioned in 
the previous section - content signatures, grammatical analysis, 
statistical analysis, file classification, document biometrics, and concept 
maps.  

 
Because it is tracking content in motion, iGuard-Monitor builds a more 
complex classification vector than Discover, combining protocol and object 
classifications to create a clear picture of who is communicating what high-
risk content to whom over what channel. Parameters such as MAC 
address, source and destination IP addresses, host names, e-mail 
addresses, port number, protocol, content types, rule and policy violations, 
and registered document hits are included in the overall classification 
vector. 
 
iGuard’s Capture feature captures network content in a database that 
allows for granular forensic and historical inspection, as well as future policy 
tuning. Security administrators can configure data capture to meet 
organisational needs, using time-based capture intervals such as a day, 
week, or year, for example, or capturing specific content types and policy 
events. All network traffic can be captured if required. Data can be stored 
on-board the iGuard appliance or off-loaded to external storage for 
archiving.  
 
iGuard-Capture uses the full set of object and protocol classification vectors 
to create a high-performance index, which is stored with the captured data. 
This index allows for rapid searching of the Capture database using: 
keywords, such as Social Security number; communications parameters, 
such as the recipient of the content of the protocol used for transmission; 
content types, such as a Word file or JPEG image; or more complex 
policies, including concept maps, that an enterprise creates for its unique 
environment.  
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Advanced data mining capabilities allow the administrator to retrieve 
specific classification information, such as the source or destination of a 
traffic stream, including a specific user or country. In addition, location 
information stored with the classification vector makes it easy to retrieve the 
image, Word file, spreadsheet, or other content in question.  
 
iGuard-Capture uses hashing and other techniques to ensure the stored 
data is accurate and tamper-proof, and can be used for litigation purposes if 
needed. 
 
Depending on how the Rule or Policy has been scheduled, iGuard will store 
either metadata concerning the alert, or metadata plus the object which 
triggered the alert (e-mail message, image file, or Word document, for 
example). It is also capable of sending alerts to external syslog servers, and 
an e-mail message to a single administrator (it would be nice to see the 
capability to send to more than one administrator). 
 
Because iGuard is a passive device, it cannot directly block traffic, and it is 
not currently equipped to send TCP Resets. Instead, Reconnex has 
partnered with infrastructure vendors to provide traffic blocking, 
quarantining, and other enforcement actions. For example, if iGuard detects 
a policy violation, such as new product specifications being sent via FTP to 
a foreign country, it can use the Internet Content Adaptation Protocol 
(ICAP) to tell the Web proxy to drop the connection. 
 
In the current release, iGuard uses existing mechanisms to interface with 
enforcement devices, such as XML for switches and firewalls, and 
proprietary mail headers to communicate with various e-mail Message 
Transfer Agents (MTA’s). Supported partners include Sendmail, Barracuda 
and IronPort (E-mail gateway/MTA’s), Extreme (switches), Blue Coat (Web 
proxies) and PGP and PostX (encryption). 
 
As alerts are raised and data is written to the database, the information 
becomes accessible to the administrator via two mechanisms: Dashboard 
and Search. Via the Dashboard, an administrator is restricted to those 
alerts for the Policies for which he has been granted access. When using 
the Search capabilities, however, all alerts are accessible across all 
policies. 
 
The Executive Summary Dashboard provides a number of at-a-glance 
graphical views with the Top Policies, Top Senders, Top Protocols, Top 
Recipients and Top Content-types grouped together with totals. The top 5 
are shown in each category, but hyperlinks are provided to view all in a 
particular category, and also to drill down into specific categories - to see all 
incidents for a particular source IP, for example.   
 
Other Dashboard views are also available, focussing on user (IP address), 
location (country), risk (severity and Policy), and network traffic (protocol 
and content). There is also a straightforward incident list, and it is possible 
for the administrator to drill right down to the incident metadata, and then 
beyond to view the actual session data. This includes the full Web page or 
e-mail message, and even the image file or attachment which caused the 
problem, where applicable. 
 
Each Dashboard view provides a different way for the administrator to view 
data at a high level and drill down to get the detail. The format and search 
criteria for each view is fixed, although a drop-down menu provides a 
number of different date range options. 
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Additional forensic investigation is provided via the powerful and flexible 
Search capability. This allows the administrator to search the entire alert 
database for specific documents, mail messages, images, or IP addresses.  
 
A “quick search” provides the means to access the most recent alerts by 
clicking just a couple of buttons, whilst the “advanced search” capability 
provides access to much more detailed search criteria. 
 
All of the same criteria is available as when creating custom rules, allowing 
the administrator to specify document types (English text, Word, Excel, 
PDF, source code, engineering drawings, images, and so on), file size, mail 
subject, image analyser to use (skin tones or other custom content), 
transmit/receive keywords (for FTP transfers), and so on. In addition, it is 
possible to specify search criteria based on words, phrases or concepts to 
be included or excluded.  
 
Once a set of search criteria has been established it can be run 
immediately or saved as a Rule within one or more Policies. This was the 
only part of the system which was counter-intuitive, since creating a number 
of saved searches would litter the Rule set with a number of inactive Rules. 
It seems more natural to save searches in a separate section dedicated to 
searching and reporting, and provide the administrator with a button to 
“publish Search as a Rule” should he wish to assign it to a Policy at a later 
date. 
 
The results of a search are returned as an incident list, and once again the 
administrator can drill down to the actual session data behind each incident. 
One or more alerts can be flagged and deleted from the search, or placed 
in a “briefcase” for further processing. Items in the briefcase can be 
exported from the system, allowing the administrator to save specific mail 
messages, documents or images in their original format. 
 

Reporting and Analysis 

Most of the analysis capabilities provided by the Search function were 
covered in the previous section. However, iGuard also provides a small 
number of high level reports: 
 
• Incident Summary 
• Executive Summary 
• User Summary 
• Rule Summary 
• Policy Summary 
 
The administrator merely has to select the required report from a drop-down 
menu along with the required date range, and a graphical summary of the 
required data is produced. As with other areas of iGuard, it is then possible 
to click on hyperlinks to drill down to the data which makes up the totals. 
For example, if the Policy Summary report was selected the individual 
Policy names can be selected to list which rules fired within that Policy.  
 
Clicking on a rule will show the source and destination IPs involved, along 
with the document/object types. Clicking further will eventually take the 
administrator down to the object level where he can view and export the 
document which triggered the alert. 
 
All reports can be printed or exported as PDF files as they are being 
viewed. It is also possible for each user to create a personal schedule 
which specifies which reports should be run, how often, and in what format 
should the results be saved (PDF, Word document or Excel spreadsheet). 
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Verdict 

Security Effectiveness 

iGuard appears to address information risk for all content, including data at 
rest and stored on laptops, internal servers, file shares or other repositories.  
 
In addition, Reconnex has implemented real-time monitoring of all traffic 
flows to find new threats and detect content in motion across all ports, 
protocols and for all possible content. 
 
iGuard proved itself capable of detecting all relevant protocols running on 
non-standard ports. Despite NSS creating “rogue” e-mail and Web servers 
running on non-standard ports, iGuard continued to detect and handle the 
traffic appropriately. 
 
The default policies provided excellent coverage, detecting all instances of 
NSS transmitting typical “intellectual property” material including details of 
employee benefits, financial information, price lists, customer details, 
business plans, internal memos, documents marked as “company 
confidential”, network diagrams, source code files (both C and Perl) and 
CAD/CAM files. 
 
The system also proved to be readily extensible. Custom Rules were easily 
added during testing to cover more obscure test material, and custom 
content types can easily be added (by Reconnex only - no user extension is 
possible) making the iGuard a ready fit for any environment.  
 
Overall we found the coverage of the iGuard with default policies to be 
excellent. Once custom content types, rules and policies are factored in, 
along with iGuard-Discover to protect data at rest, it is hard to imagine a 
scenario which could not be handled by iGuard. 
 

Performance 

Reconnex provided an early release version of their latest software for this 
test.  
 
NSS was unable to perform detailed performance tests using this release of 
software. Reconnex will be submitting the completed product for full 
performance testing at a later stage. 
 

Usability 

The iGuard Web-based GUI is very intuitive and straightforward to navigate. 
The overall look and feel is very clean, with a simple tabbed interface 
providing rapid access to key functions.  
 
As it stands, the interface is designed to handle direct management of a 
single iGuard appliance, and would not scale well in large distributed 
deployments. However, the optional inSight product offers centralised 
management for a large number of appliances. 
 
The device management is straightforward, although it does appear to be 
missing certain day to day maintenance functions such as disk/database 
maintenance and archiving, and automated software update.  
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The role-based user access is extremely useful, providing granular access 
to management functions, Policies, Rules and alert details and making it 
easy for an organisation to delegate responsibility for managing devices or 
performing forensic analysis to different administrators. 
 
Deploying default Policies to iGuard is extremely easy, allowing the 
administrator to be up and running within minutes. Creating and deploying 
custom Rules and Policies is also straightforward, though some intervention 
from Reconnex would usually be required in order to implement custom 
concepts to handle company-specific intellectual property data. 
 
The graphical Dashboard views provide a rapid way for administrators to 
view and investigate alerts, as well as providing the ability to restrict specific 
alerts to specific administrators. The Search capabilities offer the means to 
create very detailed views into the database for in-depth forensic 
investigations, and it is extremely useful to be able to drill down all the way 
to the actual session data and gain access to the original document, mail 
message or image file which triggered the alert. 
 
Finally, the high-level reports provide easy-to-understand summary views, 
whilst still offering a useful ability to drill down to the data behind them. The 
ability for each administrator to create his own customised automated 
reporting schedule is a nice touch. 
 
Overall, iGuard is an excellent product which demonstrates high levels of 
security coverage, and incredibly flexible and powerful alert-handling and 
forensic capabilities. 
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